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TCRL #=EROERSS
FEamig gt
TCRL ##fiz

mIEEFAYE: 2026-10-19 21:18:02

BN =EEAARS ( Tencent Cloud Reinforcement Learning, AT R TCRL ) RERXAEENEERYE
Serverless EBRRFIERSS, REEERE. BEES . ESERNBAEKEEN—ILNEED, ILtAPERETFH
B, HBix5il%2E4A8 . ARTUNEESZIGFESFRFEEE SDK 23R4I, B TCRL E=IRH
17, HERHEEEEISHE. FESRFAS.

e

TCRL REBARMIISEFMAEEZ AT —EF RN " HE " WESR, ME— M ERESHR
&S 2R ERHEBIEEIDRSHHMS . FPRERE CPU B LES—/ERAISGER, SIESEFEEN
HiRKEE , TCRL AFEIBIIISEHSHEIS GPU LT, SiER IS ENABPHN— I =FE. UTRR
b

RAR&= RAPRS TCRL fas
#iE5 RL /5 — BE KiERSH S HIE
Xilllgs&E, £ CPU L @ Python B (Qwen3.5-122B-A10B.
BT Qwen3.8-27B—128K %)
APIEH:
IERIZBEE — IRSERE] forward_backward(). - .
— 1| . E-3 I~
JIEGETR S optim_step(). sample(). AR — RFRAISERARLE
save_state()
EmiEME
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| TCRL: BRAIAEEMEIEE Serverless [Silll4AR%E

skgeH ARB GG BEREREEES. KIREE. 2OXAEER. GPUREE. I4RSEE. BEUMN. SREE, JRIFNSHEERSE,
- TCRL ¥rXEBREENTFEHER, FEBNEA AT TR (RIR 52 M SFTEIRLAN/E M4k 1A 7R

= s
fm‘ ] & zcruzsme QO z@rzs [ regE B EEst B sizzm B Checkpoint&iE® R
API Server i.:
BIR-BE
S—EE
N G VAR s HIRRHE BERE
)T =) o ]
Bt B OERRHISRRIC R
E Adapter 1 Adapter 2 Adapter N+ Adapter 1 Adapter 2 Adapter N--
e G—RE Gz ) it
I43I% S REE #1315 REIE

FFEEE & AT
AR IEERIE Ray: BiFHF serverless GPUjth

TCRL PR
BRI E TCRLEAZFRith: FH+

LhREFE

TCRL BRS3SRISZIFAYIDAE:
TCRL 254 1B 2 1T+ SHAYFFER, SERERET MoE &/, =EIIRRD BERSEN -

TCRL RH LoRA RiAMIFLERIE. EFrSEEHR (AHRE RL) B, LoRA 52ERIFAMERES (2R
LoRA Without Regret ) .

BRILATROIZRAFAIRENUNE, £ TCRL Z9MER.

LhREIEY

TCRL RO INEEEEPELA T LA KRR SN :
forward_backward: BABIBFIREEE, (tEHRERREE,

optim_step: (FRRREIEEEHIERSEH,
sample: MIlZRIFHIEREREIL
Hith B F R/ MNEAEFRACZIR SR
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TCRL K%

BEERERRIIGFEAER

EER)ISFA LR —RKERIIS, BRBRHAMT, SIHDHEERENIEERSRS.
W1 BUDTRE

ZEFHaRT, FBEEHIE GPU R, HEFBERWREDITWE, X—LNETRET AR, HEFHE: R
WiEFERIT, R REEE—RER, RETREESHFRIKAE; EXRINRFNTERTRRLE, SCINHE
—HEIN-RREENAR L, EHEENPRRFALLEEANTE.

mm2: FRSIISSISEER

Z23 GPU *ia, SEEFEMRER, &% CUDA. Ex. NCCL Fkit, FiEENZSIZE, a0 Megatron-
LM. FSDP 8k DeepSpeed; ERSHES+nS, EEFHIMNCENRENERS, €1 NVLink. IB/RDMA kX
K NCCL ##rF. Z—HRBERE BRI RARSFTES, MRNERNBESERMTS; BSEREI]
AES, RISEREENTT, SHEEESRBINIGERE,

Bm3: BRSREES

HEILIER . ARMEERE (M1+ GB 2 TB %) LEHHER. {TES5AE., BIERISFEIHN. FiEpE
=, MEREEASIIGERERES, B—MERFFEEENLE—E, riRAELIRIESER.

w4 Wil StERtRi

X—HERAFE . i@k, HiE OOM 5 NaN. &% batch size 5#H175&REE. MEFEEMRL, EXEHE
§ ssh BERUFEAT. T, ROTMEHTMUFE; HREACSEKRBRDTARE, —IXSEHENEL/NTE
NX. BIH<EEIGRZTENSESHRLEING, PiREBEIRMNRK.

Wm5: BRRESSAME

8 LESHTFERMART, —NIZKESSA N KR, EESHIGEERR TR, SAERLTH. XS
¥ GPU =RS(ESHARRTEE . WIMRERNMESENERXK, TERMEEHTRIE. SBMRHI%512
i, H—LHRETESERAN.

TCRL =R Serverless REHIERS

Efi: TCRL 2HBRXERP=ELE Serverless ERFHIARSS, RHIEERA. BHFS. EFSEEFNBEGE
B—ihzURED, ILAPERETFHIE. X542 EARS . £ TCRL LEk— X XERIIZ, tuESHIIERR
B5MES, TCRL FERAHINT:

1. H3REY: MW"ERiEECHEN. 52 FRE"EI"RDFFRPL"
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FHERDA: ISR REBEEEIGIRE APl Key BIRTARIE)II%, TEIREIERE GPU RITEER, hEFERWR
EEMER,

R RBESEME, FTARBERIIE,

HHME SR TPRMR: BIGIIE. BREiE, EEBRT— MBS, FYERR"TMEBE MRS, &
DABAENEERRI. N EFR. EEE" R REE. FARE" . AFERRHENEEHEIIR, B
iz APl Keys + SDK 1231155, Il BZmSek, 10 SHEIUEEMES.

2. MREIISS | SR )\ "5k . BcilEfSHaH "2"34 SDK metilgk"

MRER: FibRAFELRK SDK FHFRIFER, TFE GPU, MK, =ik Notebook SFEFRIFIEERE
RRINEHESS, (REE—SREIXMAYED, MEEREXIUR)IZ,

FAPXE: FEREXRE, URIISSIZNERSER, £50 TCRL &E, APTHERM.
3. HURSIREES:N"TB Rz, RREEE"H"model id HEY. BilllfaiE"

LM
TETHI LERENE, @2 model id BiFiEE, FANSHENENESSNE; INHGERAK— 2
#, AFEEIIIMIBIERA o

HF LoRA &= SFT. RLHF. GRPO Filllgi%is, S—illlxAO. EERA . ERICRE
Checkpoint, FESIERMDEKRAE, HZHEEX Loss.

BRI : S SBIRES AP IIIHSET LE, TREESENNSHSBRESTRLE, REFEIIZ.
4. FASERERM: N"ENBRE. RERFS "I RMREE. TReTR"

HERERINIEE: HTRER. EBFMA. BEMAH TCRL Ex=inAIRM; ARPEEFFIAE batch size 5

HiTRE, BASEXEREZLMA OOM,

B RE: ISZFRFEEENAESREMLE, REESRERIER, APLELR, (ISRZEEE,

SALRAFHTHE, FEZRTFAREFPNTARY, AENASRANEERE.

g ETRNSFm:
TCRL EHIGEHREIESHE . #15. BE. Checkpoint 5FIRAE, H32#F Checkpoint T#:;
5E1 Cookbook, AITEARMISLRIEEIZERENE, MITHIEIRSANRHEL LTSS, EFHRRLL. @&
. KMIKESHAFEE; FBEE ssh BT, 1THK.

BESE: FRERRFESEN, KEWISPEREATMRRIRS, KIEEEREEWAEH .

5. BRARSS AMEN"SIGHIRA . GPU " "2I"tUIRE . SESHER"

HIRAE: FEM TCRL —ittibiAE, ISFBMEEEHRENFR, GPU ZESESHINHFIEREHE
BRo

ESHE: IHHERZZSMES, BA. STRAERBTEETRHEE, BAMNBEFREIABREESREA.
FEFHE: TRME. FTRSHNERETESAEREHTREE. RMHEIZMME, ESRABRFARK, ARR
KHRBEHMRARS, FRSE. Ray BB, )I&HEH SR EHMESIRFESR—LE, APEREEM.
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6. KEURERRESERN

AEIBES: 5 TCLake/COS. TCCatalog. Xpark. TCRay. EMR. DLC #1 Ray Serve #Ji&, #
B SRS R R ) IS B i —HIREE "R IR o

(ERtE

1. AF&EEHIGIRE APl Keyso

2. BAFaMMF. =ik Notebook SkEMESHEIFR, &id SDK 232iIZ(ES
3. TCRL #EZIwHITINIZESS, FEIE GPU FiR. SHNIEHRSESRAE,
4. BREENSEEIESEE. (E5#E. BE. Checkpoint 5RFRAE.

5. Ilg5EmE, EERMRATTENITERN. Ray Serve EZ&HEHIHSELEURE

BlRED

WHERIE: 235 SFT. LoRA SERFIAR.

EE¥>: B®E RLHF. GRPO FEi)I4HEEE

Serverless 1£&: =iRIEE GPU. Ray AR, IIEHEHESEE
ESER: f—BHISGEE. F531+#E. BE. £ Checkpoint.
RELE: BRIFEEESRoBE, IHIS&RED .

T SRR AH—2PEXE) Ray Serve TRELEE
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O BAT

by = A
REISEN
RITEHATE: 2026-10-19 21:18:02

BESEMH

AF TCRL LAFRSULZEE . 17T =1000 (1K) 24, Token B{IAEB (M) - Prefill. Sample. Train Efift
B{ii}: K#53/M Token, BIMBET Token iH#ES > KR53 . LA Qwen3-8B Prefill afl, &iEiE 1M

Token, HiH# 6.58K 193, %%6.587T,

Model

Qwen
3-8B

Qwen
3.5-
4B

Qwen
3.5-
9B

Qwen
3.5-
27B

Qwen
3.5-
35B-
A3B
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Prefill
(KR

2IM

Token)

6.58

1.14

22.28

18.23

18.23

Sample
(K#R

2M

Token)

20.25

33.92

67.33

45.06

45.06

it MapReduce

Train
(KR

2M

Token

14.85

24.87

49.38

39.72

39.72
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O BHS

Qwen
3.6-
278

Qwen
3.6—
35B-
A3B

Qwen
3.5-
122B-
A10B

Qwen
3.8-
27B

Qwen
3.8-
27B-
128K

BREARE

Qwen/Q

wen3.6—-
278

Qwen/Q
wen3.6-
35B-
A3B

Qwen/Q

wen3.5-
122B-
A10B

Qwen/Q

wen3.8-
27B

Qwen/Q

wen3.8-
27B-
128K

o Type: B4R

O Base (ERER ) : REXIFF. 15SHIFER Chat BRRATRIIGRE, RIESBTIIEE (Post-
training ) f5, SEBEECEITRENIIEERE.

O Reasoning (EIRE ) : TREREZRZH, RERESLEMBEHE (Chain-of-thought) . BE
/K FHIEEEE , (BIEEF Token A HENES.
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Hybrid (iB&&RE) : TLiE “BE” f1 “EBE” AmMEXTIET. AFBEE, (EaLi@Edissas
(Renderer ) S&¥ZAREME, NRASER. BEENEEEE.

Architecture: #&82244
£ Al I KIESHEE (LLM ) #, MoE #l Dense EHMI2FHARMNERZEEIZIT, ZORIEFSRL
BiER, ERhESLSHESSITE:

Dense (&B&£E4249)
TERIZ: EBE— Token (Z#&F4d) i, ERPHNFRESHEISELIEEHES5ITE,
ST

i EEEREE: ERNEHIER (WNEHE GPT &3, LLaMA %) XZ2 Dense %24,
i. TERAS: BEREX, SERNIGRENED (GPU BEINTHEER ) MAkZEEEM.
iii. MBISE: 285425, HEZSEIFESR—.
MoE (Mixture—of-Experts, B&EREE)
TERIE: IB— 1 KIERURDRITFSMNIMERE (TRB “EX [ Experts” ) , HEE— “RHMLE
(Router) ” . &B8—1 Token i¥, EHMEZSBMFIENXMIRESHIER, NEE—NED
DERPISE (FEINE2% 1008, ESXRIEE10B)
ST
i. iTESM: AERANSSHE (FHRE) , E8XEHENSHE (Active Params) R
2, BEEESER. SHOFHEER.
ii. HEREAE: TRMSKE Dense REUBZRIMERERRIBAT, KRBT T HEIRFNIZREE o

@ A:
MoE #&E8iUEEIXRS i+, HRERENEZERERMEMEL

Size: ERMENESHE, HIEERHAER;

Active: HiF2#=, 81 Token ARAMNSHE — BEIER (Dense ) 5 Size 1HE, REERIER
(MoE ) W7 Size B9—&8%3 -

Context: ETXKE (RAXFIKE) ;

Prefill: 224N /prompt token ({XEIREIMERE )

Sample: &riH token (HiEMERE + )

Train: BIEFMKREIEE, TEEE

RELEIEIRE
n= i
RrSEIlZ {5 Base &8
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SFEESRA M Instruction 3 Hybrid &5 F5

{EEEIR {E/ Instruction &8¢ ( TE4EHE)

=E8e {#MA Reasoning &% Hybrid &8¢ ( B4 )
MEEES {ERAZEBREE Vision RIIEEY

IRIFRE: BR=ItE (It ) BRSEATF %12 #8111
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TCRL SDK
HREFF A

B

tinker==0.12.0

® HR&:
Bal TCRL AFR{&3EH, alixE& tcri@tencent.com HRiEHBERE, ER Bz MapReduce
(EMR) #Z#I& 3XEX API Key, #1TE8%)I1%k . SCIREIRINAEINE,

export TINKER_API_KEY="your-api-key-here"

export TINKER_BASE_URL="http://api.tencenttcrl.com/"

Zi¥RBEaI{EA Python SDK ( import tinker ) fICLI ( tinker run list . tinker checkpoint

download ) °

ARNBHEMEER LLM RIAITER: S85E (SFT) fak®3 (RL) , HFRF8—2SW@IXE TCRL
SDK #H.

HERIA (SFT)

SFT iJIIZrEBME(S A :
1. QIBEPYR: & Tinker, 8I& TrainingClient

2. BEFMIE: 15K tokenize /7% loss mask B9 Datum XK
3.l8: forward backward (#EfE) + optim step (EBHIHINE)
4. ¥l — (RFEE, €3 SamplingClient, F#f

SFT WEMIEI&RE

ra

& "'\‘I ‘e Y ’ Y i ™ N
ServiceClient| |TrainingClient| |forward_backward| | optim_step | |SamplingClient sample
EREARSS B2 LoRA AR @ E BIE RENE FART(G

L /' k. 7,." . /

7 AN

sE%¥> (RL)

IRIFRE: BR=IE (16F) BREEAR $£13 #81:m
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@ Hﬁ‘fﬁﬁ ¥4t MapReduce

RL JIGERRAURMES:

1. QIBEPR: & Tinker, 8I& TrainingClient

2. KNFEIERERAERR: save_weights_and_get_sampling_client
3. F# rollout: MNREIRIIERER2

4. V5 HHEREMANISEHEE

5. Jll%k: {8 RL #/%ki#{T forward _backward + optim_step
6. EE: #HINE — #F SamplingClient — BIXFEH

RL 7E45 SRIE I SRIEER

I ~N ~ ™~ ~ 4 .
1

______

TrainingClient
Bl LoRA

SamplingClient
TELFF

forward_backward| | optim_step |' :
- i REPEAT !
!

| sample reward
&= BUL THE R

EBMRFRE EMNE |

A y v RN

J

______

AP| EH
SIEE s

import tinker

from tinker import types

+ NO — MIFIETEIEE TINKER _APT_KEY

service_client = tinker.ServiceClient ()

# EEPIR (LorA HA)
training_client = service_client.create_lora_training_ client (

base_model="Qwen/Qwen3-8B", rank=32

# REZRIR (AL )

sampling_client = service_client.create_sampling_client (

base_model="Qwen/Qwen3—-8B"

# alEs

tokenizer = training_client.get_tokenizer ()

IRIFRE: BR=IE (16F) BREEAR 14 #81:\



(_(b H% ‘ﬂ:lﬁ M MapReduce

FiHEFREE (SamplingClient) aI# pickle—RALUS EI& R LR MBIEHITHITRE . NRIIEE
KhE CPU ZERTE (iFHD . WIEBiE) , 88 TINKER SUBPROCESS SAMPLING=1 BJLAEEH
Fi#iEHIET sample() #1 compute_logprobs(), &t GIL .

foa= gl 6

Datum REMIZGEER, BEHA token. BiF token FIiZ token RYRENE (0 = 21, 1=HEIRXK) .

datum = types.Datum (
model_input=types.ModelInput.from_ints (tokens=input_tokens),
loss_fn_inputs=dict (
weights=weights, # 0 for prompt, 1 for completion
target_tokens=target_tokens # shifted by 1 from input

3FF RL 75k (importance_sampling. PPO. CISPO) , loss_fn_inputs &®#EE logprobs M a

dvantages -

rl_datum = types.Datum
model_input=types.ModelInput.from_ints (tokens=tokens),
loss_fn_inputs=dict (
target_tokens=target_tokens,
weights=weights,
logprobs=sampling_ logprobs, # from the rollout policy

advantages=advantages, # reward - baseline

prompt = types.ModellInput.from_ints (tokenizer.encode ("The capital of
France is"))
params = types.SamplingParams (max_tokens=50, temperature=0.7, stop=

[ 1] \nn J )
# BIRFRHE

result = await sampling_client.sample_async (prompt=prompt,

num_samples=1, sampling_params=params)

IRIFRE: BR=IE (16F) BREEAR 5515 #81:m




M MapReduce

print (tokenizer.decode (result.sequences[0] .tokens))

# —IRARASIXEE

result = await sampling_client.sample_async (prompt=prompt,
num_samples=8, sampling_params=params)

for seg in result.sequences:

print (tokenizer.decode (seq.tokens))

TR R
FIF RL hE0iFs3 (LRI RIRSRALERS ) .

# Prompt logprobs

result = await sampling_client.sample_async (
prompt=prompt, num_samples=1,
sampling_params=types.SamplingParams (max_tokens=1),
include_prompt_logprobs=True,

)

print (result.prompt_logprobs)

t B5

logprobs = await sampling_client.compute_logprobs_async (prompt)

# Top-k logprobs ( BFZ=EIR)

result = await sampling_client.sample_async (
prompt=prompt, num_samples=1,
sampling_params=types.SamplingParams (max_tokens=1),
include_prompt_logprobs=True,

topk_prompt_logprobs=5,

BiE- R
HEATEMIBTHRCRMAORE, SEHEE— future.

# SFT: cross-—-entropy loss

fwdbwd_future = await training_ client.forward_backward_async (data=
[datum], loss_fn="cross_entropy")

fwdbwd_result = await fwdbwd_future.result_async ()

print (f"Loss: {fwdbwd_result.loss}")

IRIFRE: BR=IE (16F) BREEAR 5516 #£81:m




# RL losses

fwdbwd_future = await training client.forward_backward_async (data,
"importance_sampling")

fwdbwd_future await training client.forward backward_async (data,
"ppo")

fwdbwd_future await training client.forward backward_async (data,
"cispo")

fwdbwd_future await training client.forward backward_async (data,

"droﬂ)

+ BRENMRE
fwdbwd_future await

training_client.forward_backward_custom_async (data, my_loss_fn)

ZIRKRHRIHZFIE R RKERE] o
R
LR forward backward RIMBEEFERING,

optim_future = await training_client.optim_step_async (
types.AdamParams (learning_rate=le-4)

)

await optim_future.result_async ()

REFESIRNE

+ RENE - REREERiG
sampling_client =
training_client.save_weights_and_get_sampling_client (name="checkpoint-

1")

t RESERE (& + MHHR)

training_client.save_state (name="step-100")

# (XMIRERE

training_client = await
service_client.create_training client_from_ state_async (

path="tinker://run-id/sampler_weights/checkpoint—-1"

IRIRERE: BR=ITE (1bF) BRSEAE

M MapReduce
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M MapReduce

# HIRASRIRERE
training_client = await
service_client.create_training client_from_ state_with_optimizer_async (

path="tinker://run-id/weights/step-100"

import requests

image_data = requests.get ("https://example.com/image.png") .content

model_input = tinker.ModelInput (chunks=]
types.EncodedTextChunk (tokens=tokenizer.encode ("

<|im_start|>user\n<|vision_start|>")),
types.ImageChunk (data=image_data, format="png"),
types.EncodedTextChunk (tokens=tokenizer.encode ("

<|vision_end|>Describe this image<|im_end|>\n<|im_start|>assistant\n")),

import asyncio

# B— prompt BIRFH

result = await sampling_client.sample_async (prompt=prompt,
num_samples=16, sampling_params=params)

for seg in result.sequences:

print (tokenizer.decode (seq.tokens))

# ABE prompt FITRHE

results = await asyncio.gather (

sampling_client.sample_async (prompt=promptl, num_samples=1,
sampling_params=params),
sampling_client.sample_async (prompt=prompt2, num_samples=1,

sampling_params=params),

IRIFRE: BR=IE (16F) BREEAR 518 #81m




@ Hﬁ‘fﬁﬁ ¥4t MapReduce

sampling_client.sample_async (prompt=prompt3, num_samples=1,
sampling_params=params),

)

# IKEINZ: overlap forward-backward & optimizer step

fwdbwd = await training_client.forward_backward_async (batchl,
"cross_entropy")

optim_future =

training_client.optim_step (types.AdamParams (learning rate=le-4))
next_fwdbwd = await training_ client.forward_backward_async (batch2,
"cross_entropy")

await optim_future
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LoRA Al

TCRL 32#5 LoRA ifd

NEELESH, MIEEEEPRRRBERNRESE,

LoRA B4?

LoRA £#f Low—Rank Adaptation. [RIgtRBIENEIEN W, EiNSHEEAI W =W+ BA, Hh Bl
A ZEFERE. & W2 n x niEf%, W BF1ASRA n % rfl rx niEkE, r BAE#ELIRIFX . TCRL FKiA
rank /3 32,

LoRA {ERE#IEMIX—ELHAXE . BIIEHETIE LoRA MASHTEHI—MENIRES, 1BFILISRSE
M. £ RL S/)ME SL i, BINRFEILVERES, BRNSHEEEER,

Rk

BRIIBMRE: £ RL 2/ \liE SL BUEE L, LoRA S522RIAMEES; EEXNERIEEL, LoRA MHaEE
88, Bifms:
FEREERIESRIETIEIRMIES £, LoRA S2SRIAMEERR .
SHEUEEEEE LoRA BERY, LoORA FUNLERIF . IREFIXF— BB TR, MRIIZKUETRE, BUR
FERESESHIEEXXNHXER.
ERLISST, LoRA XX batch size IERERFELERIE
LoRA rank FEEEMRILINE, XR2EMFRNSHUHETELE.
BT NEIBIESRT, 1§ LoRA RIATFENEE (XHZ MLP 1 MoE B ) BMREIF. X3 Attention
ftf LoRA HREZE, BMERS rank LIRESHEHL A,
RL shEDEERD rank, LoRA 52ERiAtsEHIEL . RL rBIERSSRIE, XS5ERIEST—H.
BEZHTHIELIRERR LoRA Without Regret .

Ba

F3IF (LR) BER ML TRHPEEEMESH . LoRA FELLLESRIFAXESH LR—EEX 20-100 {3,
ERFERKXN . EREREEIBE LoRA FHRETZERIEN LR, SHiRIAA LoRA MRE,
HHHIERAY LoRA F33%:

BEENEEEREENEX, BX

from tinker_ cookbook.hyperparam utils import

get_lora_lr_over_full_finetune_l1lr

model name = "meta-llama/Llama-3.1-8B"

print (get_lora_lr_over_full_finetune_lr (model_name))
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M MapReduce

O BRE

/\ ER:
Llama-3.2-1B HIE#HA32, M Llama-3.1-70B HIEHH128,

EEZ KM rank?

Tinker EiA rank 5332, MBEXBIEIEE LM SL, RMEREXRN rank. {#HEERE, IE LoRA 2HETR)
F completion token £ ( Bf weight=1 f9 token ) , LoRA #aEERIFIE. T AUTIEHE

LoRA ¥ E:
from tinker_ cookbook.hyperparam utils import get_lora_param_count

model name = "meta-llama/Llama-3.1-8B"

print (get_lora_param_count (model_name, lora_rank=32))
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Loss Functions (3R5ER%]L )

13
1A DY

IRKERE (Loss Function ) 2— 1 ARGEREE “SEMNER" 5 ‘EXRESEER ZEERXDMIEER
o FERRMEITE Al UG “UARF TS RE, HFRE—D “EONE . ENREIMREZIH,
ERZMERR: GEEEIFMNFANGELE (Prediction) SEEAREZZR (Ground Truth) ZiERIZEE.,
HAYSIERIRA Loss (IREEMREE) . RKER), ARRENTURER; REEBRX, ARRENIREEE
Xo

EARZERMESSP, FERNIRKRSBTRR:

1. PES | KIFHERE (SFT HEREIEESS) :
EHAE%: Cross—Entropy (XX )
{ER: iHEREET—NE (Flnaer “ER” 2KBERZFH ) Y, AERIERITHRSNSEEE,
Bir: GEMNNENRESHFEEIHBNER, ILEMERIIEEREE 1,

2. Bt%3 (RLFMER) :
¥HAEi%: PPO. Importance Sampling. CISPO
YEF: RIBAERFIFRAHIFIFREE (Rewards/Advantages ) , EEERFHEGIEAMEE, RAIFHLE
ER “MEXETmIGES .
Bir: RIBFIESEARE/ES (Advantage ) , AZREREREROZHNE, BRIRERESE.

3. WEFN / EYVIHES:
EHEE: MSE (95RE)
fEM: HERNERE (WFENEH 500 B ) SESEHIE (NsEREMN 520 B ) ZEpEEESE.
Bfr: HEFNEIE (MRNEN ) SEESREZENYIEERERELSE

TCRL #tATFEEZINEMEZINANEIRKRY . FRILIEEE forward_backward EA—NFRFHRREE
EESLE SEC

future = await training_client.forward_backward_async (data,

loss_fn="cross_entropy")

result = await future.result_async()

B
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R EL loss_fn 2R 15488
*;r)oss—Entropy (32X [ SET ;;g;z Token
Importance Sampling importance_samp RL ( policy HEEMEIMAIER
(EEMFRE) ling gradient) & ERREHERE
BT EREERN
i SRR [ L i
PPO (imEimsREE(RAL ) ppo RL ( clipped) g e
EREEREE | %
37 3} N » .
DRO ( E#22mhifiit ) dro RL ( off-policy) RL 9= RAESTG
CISPO ( #HBIEEMRIFER — RL ( clipped BAFRIEHEENSE
BEHRAL ) . grad) RHBIEE L
®Bd forward bac
Custom Loss Function o = o fom B
( BESURERS) = ertocmemon =

MBI BAREEXREK

TiEiRE

BNNFHEAREBBE— Datum ——RASMTBERKAABLEMEENFS . — patun BF:
model_input : token [F¥ (FHK: v,) , HPE NAFIIKE)

loss_fn_inputs : IREKHHFFFHIKEFH (targets. weights. advantages &)

Bt RN $REPREE—IDEBEE Datum B, XEHKESEA Datum HEREEZH, REHREEKS, t
FEEIDBEH

SFT =61

import tinker

from tinker import types

datum = types.Datum (
model_input=types.ModelInput.from_ints (input_tokens), # shape: (N,)

loss_fn_inputs={
"target_tokens": target_tokens, # shape: (N,) — what to predict

at each position

"weights": weights, # shape: (N,) — 0 for prompt, 1

for completion

b
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O BRE

future = await training_client.forward_backward_async ([datum],

loss_fn="cross_entropy")

result = await future.result_async()

print (f"Loss: {result.loss}")

M MapReduce

RL =
S3F RL i25, Datum EREQSREISIREAGR:

rl _datum = types.Datum

model_input=types.ModelInput.from_ ints (tokens), # shape: (N,)

loss_fn_inputs={
"target_tokens": target_tokens, shape:
"weights": weights, shape:
"logprobs": sampling_ logprobs, shape:

from the rollout policy

"advantages": advantages, shape:

reward signal per token

}

future = await training_client.forward_backward_async ([rl_datum],

loss_fn="importance_sampling")

IRIRERE: BR=ITE (1bF) BRSEAE
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Cross—Entropy (32X )

X XE (Cross-Entropy ) RIERICHINBZITHTEHERMIESHZAZREENHEE ., EXESKE
(LLM) fi533(E53H, ZXRFERBIE IRELFEH (Loss Function) , FkE{ “EEAIFNEEZERS
5 “BLirES® ZEREE.

RER R (ATEUUR ) , SIEEREE py, FEBR token x BIXEBZ=RR AW
L(8) = —E;[log ps(z)]

Hd weights EﬂEE"EOE[H, BEH renderer.build_supervised_example () EEEJZ, ZEREGRE] (mo
del_input, weights) , FAFIBERESS5IIEA assistant 81X,

CHl

# Apply weights and compute elementwise loss

elementwise_loss = —-target_logprobs * weights
# Apply sum reduction to get the total loss

loss = elementwise_loss.sum() # scalar

BAKE

Key Shape i5iHH
target_tokens (N,) 3¢ (N, K) B#x token ID
weights (N,) B¢ (N, K) iZ token BYRENE (BERHE renderer)

M

Key Shape 7L
logprobs (N,) B% (N, K) FrigkB#r token BIRTEMEER

CHER
loss:sum (#RE) — IR IEIREZH

Top-K #{®
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SENKERIAIRT (v, K) B, cross_entropy SIEMFHEERES/MIEL K1BHR token Y
logprobs, #Fit&:

Legopr (0) = Z Z w . - log pe(@ek)

Hep wy  DAPRMEMNE . WTREFZEE, € Wik = Preacher(Xt k), BNEUBEBLTE top-K token L&
JA—(LEEIEEER . T RER)I%, WISEMRE token AINEEN 1.0, HREHN 0.0,

afl: % Qwen3-235B #ifH Qwen3-30B
TENTHIMSUTEERE—BRIERE, ESMERUBIREH top-K 97, HIGSERRENSZAT.

import tinker
import torch

from transformers import AutoTokenizer

tokenizer = AutoTokenizer.from pretrained ("Qwen/Qwen3-235B-A22B-
Instruct-2507")
20

service_client = tinker.ServiceClient ()
teacher_sampling_client = await
service_client.create_sampling client_async (

base _model="Qwen/Qwen3-235B-A22B-Instruct—-2507"
)
student_training_client = await
service_client.create_lora_training client_async (

base _model="Qwen/Qwen3-30B-A3B-Instruct-2507"

messages = [{"role": "user", "content": "Write a Python function to
compute the nth Fibonacci number efficiently."}]
prompt_tokens = tokenizer.apply_chat_template (messages,

add_generation_prompt=True)

# 1. Sample a completion from the teacher.
sample_response = await teacher_ sampling_client.sample_async (
prompt=tinker.ModelInput.from_ints (prompt_tokens),

num_samples=1,
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sampling_params=tinker.SamplingParams (max_tokens=512,
temperature=0.7),

)

sampled_tokens = list (sample_response.sequences[0].tokens)

# 2. Teacher-force the completion to recover top-K logprobs at each
position.
teacher_forced = tinker.ModelInput.from_ints (prompt_tokens +
sampled_tokens)
topk_response = await teacher_sampling client.sample_async (
prompt=teacher_forced,
num_samples=1,
sampling_params=tinker.SamplingParams (max_tokens=1),
include_prompt_logprobs=True,

topk_prompt_logprobs=K,

output_toks_with_logprobs =
topk_response.topk_ _prompt_logprobs|[len (prompt_tokens) :]
seqg_len = len (output_toks_with_logprobs)

teacher_tokens = torch.tensor (
[[tok_id for tok_id, _ in row] for row in
output_toks_with_logprobs], dtype=torch.long
) # [seq_len, K]
teacher_logprobs = torch.tensor (
[[lp for _, lp in row] for row in output_toks_with_ logprobs]

# [seg_len, K]

# Renormalize teacher logprobs over top-K via logsumexp.

teacher_logprobs —-= torch.logsumexp (teacher_logprobs, dim=-1,

keepdim=True)

# Build shifted student_input: prompt + completion[:-1], so position t
predicts token t+1.
student_input = prompt_tokens + sampled_tokens[:-1]

gen_start = len (prompt_tokens) - 1

target_tokens = torch.zeros (len (student_input), K, dtype=torch.long)

target_tokens[gen_start : gen_start + seq_len] = teacher_ tokens
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weights = torch.zeros (len (student_input), K)

weights[gen_start : gen_start + seq_len] = teacher_logprobs.exp ()

datum = tinker.Datum (
model_input=tinker.ModelInput.from_ints (student_input),
loss_fn_inputs={
"target_tokens": target_tokens,
"weights": weights,
to
)

fwdbwd_future = await student_training_client.forward_backward_async (

[datum], loss_fn="cross_entropy"
)

fwdbwd_result = await fwdbwd_future.result_async ()
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Importance Sampling ( EEM4RE## )

Importance Sampling (EE4F# ) 2HiHFEAES (RL) PR—MRESKITAE, 2—MEEF
B “BHMasm (IBERREE) 7 ERINEIE, FBREITTNIE “S— I RNKEFRZNPNSH (FHEE/ZES
g8) " BNEEEE.

Bm KEREMXE (Rollout) tREEERN, NRERHSHEEH—XMERER—HEE, IHEES
IBRITEIESE,
% RITERA IBEREENEERE (q) 7 Rl ‘SRR (py ) ” o

po(z)
&l @igE LB 9(z) , MNEFRBULCIAEREEIFXINEZ, MBKZEZMES; k240, ME

EEESEMIENRRT, SSMZEFHAY Off-policy REEEH

X2RIEHEBFRRSN— N ERTER, HEIFRM p, cIERIFREN . RIEEHTERHEMERE S RERME g
;F—ﬂﬂffﬁﬁi o
thEBRERE

L(0) = Eqvp, [A()]

Hx~q(RER) 5 x~py (FIR) TR, BEFERE. EZMHRETIHITIEIE:

Lis(6) = Buvg |25 4(0)

Hrh:
log pe(X): FEEIEEAY target_logprobs ( forward_backward HIBIEMERS)

log g(x) : REFEHE sampling logprobs (TEXRH#E (rollout) FEFICHE)

SCHl

# Compute probability ratio
prob_ratio = torch.exp(target_logprobs - sampling_logprobs)
# Compute importance-weighted loss

loss = - (prob_ratio * advantages) .sum()

MR
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Key Shape i5iEA

target_tokens (N, ) Bi% token ID (REX#:2E q)
logprobs (N,) XLt token B9 sampling logprobs
advantages (N, ) HE (EERTEK, AERTFIDE )

Mk

Key Shape 588
logprobs (N, ) XL token B target_logprobs

ZHER
loss:sum (#RE) : EEMIMSERIEBEEREZ <5
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PPO (iEimZREE{ )

PPO ( Proximal Policy Optimization, iEixRIEkHK ) R—MEEAFES (RL) HIZRANEE (B
Schulman SATF 2017 &42d)) , BEXKIESIEEE

RL/Alignment ( 333% ) MiER&R#Z 0B Loss Function 22—, 2—Mi@idigE “si#Xia ( Clipping ) ” 3EH
FIRREEREENECEIE L, RFEREERESNFRRIEPFSRPNAEDET “FHigkiiEln” .

PPO ( Schulman %, 2017 ) SINT—HMEEIBRERE, SREEHMRFIERFES BT EER . XULlEES
WIRERIT AEHT, REHERER—FRE (rollout) 8% LHMITSMEEL
HEIBRRE:

Lo (0) = —Egyg [Clip (I;ﬁ((j)) v 1 — €owy 1+ €high) 'A(ﬂ’f‘)]

=AY PPO IRKENEBIE SR BirmEPaR/IME:

Loro(0) = ~Ervy [min (28 @), ctip (22,1 - a1+ ey ) - 40)) |

Hep e 1ow Fl € high BESE (FUAME: 0.2) . iFER, HESRKAHEIHER token RAAT,

CHl

# Compute probability ratio

prob_ratio = torch.exp (target_logprobs - sampling_logprobs)
# Apply clipping

clipped_ratio = torch.clamp (prob_ratio, clip_low_threshold,
clip_high_threshold)

# Compute both objectives

unclipped_objective = prob_ratio * advantages
clipped_objective = clipped_ratio * advantages

# Take minimum (most conservative)

ppo_objective = torch.min (unclipped_objective, clipped_objective)

# PPO loss is negative of objective

loss = —-ppo_objective.sum/()
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Key Shape 1588

target_tokens (N,) Bi% token ID (REX#:2E q)
logprobs (N, ) XL token BY sampling_ logprobs
advantages (N, ) RL shRIAEEE

Mk

Key Shape 7L
logprobs (N,) XLt token B9 target_logprobs

iCHfER

loss:sum (#FE) — PPO #BEHR%k22H

EHEXRNRE

fwd_bwd_future = await training_client.forward_backward_async (
data=data,
loss_fn="ppo",
loss_fn_config={"clip_low_threshold": 0.9, "clip_high_threshold":
1.1}
)

fwd_bwd_result = await fwd_bwd_future.result_async ()

IRIRERE: BR=ITE (1bF) BRSEAE
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DRO ( E3Z3 2Rt )

DRO ( Direct Reward Optimization, BE#ZR&Rift) 2—MEXIESER RL/Alignment (3457 ) ME B
FEERAAERITFRISXIZFEIREFE (Loss Function) . 5{&% PPO EEFHIMIIZIE I AYIZ SR
(Reward Model ) &R, DRO 4% DPO ( Direct Preference Optimization ) SE;x98%8, @i
FTIRSRMENEIEMSIRBERPYREITER, NILTEEXMNFEMEREEEIEE, SMESH. BENR
FRF S

DRO ( Richemond et al., 2024 ; Kimi Team et al., 2025 ) E—iSEHINEEREE (EEE%) RL 5%,
Bl TRETIIRARRIEER . 5EE, ZIRKERT—HMFREN (]R) HBhitet, SEEZERIKAITE
m,

DRO HIB#r&EEJ9:

2
Loro(0) = Equvy |logps(z) - A(z) — %5 (log %) ]

# Compute quadratic penalty term

quadratic_term = (target_logprobs - sampling_ logprobs) ** 2

# Compute DRO objective

dro_objective = target_logprobs * advantages - 0.5 * beta *
quadratic_term

# DRO loss 1is negative of objective

loss = —-dro_objective.sum/()

Key Shape 1588

target_tokens (N,) Bi% token ID (REX#:2E q)
logprobs (N, ) XL token BY sampling_ logprobs
advantages (N, ) RL shRIMEB(E
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ke

Key Shape i5iER
logprobs (N, ) XL token By target_logprobs

ZHER
loss:sum (#rE2) : DRO REZH

HENX beta

fwd_bwd_future = await training_client.forward_backward_async (

data=data,

loss_fn="dro",

loss_fn_config={"beta":
)

fwd_bwd_result = await fwd_bwd_future.result_async ()
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CISPO (BIHREZEERFERIEMIL )

CISPO ( Clipped Importance Sampling Policy Optimization, BIFEEMHREFRIEEMRML ) B—HEXE
SRR RL/Alignment (357538 4FS ) MERERRIREEREE ( Policy Gradient ) 1REEHEX ( Chen et
al., 2024 ; Khatrietal., 2024 ) ., CISPO {ER&ZEEEHILREARBRIKRIZHE, SHIEHREBIRSRE
89 PPO &A@, CISPO #HEIHZILEARS, HISEMNTHEDSE, BRACSIIEBZEMN.

CISPO HIBFREHREI:

Loispo(6) = Eamg [sg (cup (”(( )) ~ ciomy 1+ )) logo(z) - A(z)

5 PPO RIXiEX5: HEEBRESEN ( s = FLBEE) , AERNEA—ITHRMNIMNEARY, mMASII0ES
EUIUE}]O

SCHl

# Compute probability ratio

prob_ratio = torch.exp(target_logprobs - sampling_logprobs)

# Apply clipping

clipped_ratio = torch.clamp (prob_ratio, clip_low_threshold,
clip_high_threshold)

# Compute CISPO objective (detach the clipped ratio — this is the key
difference from PPO)

cispo_objective = clipped_ratio.detach() * target_logprobs * advantages
# CISPO loss 1is negative of objective

loss = —-cispo_objective.sum/()

Key Shape 548H

target_tokens (N,) B#x token ID (REF#:E q)
logprobs (N, ) X4 token BY sampling logprobs
advantages (N, ) RL aYRBE
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ke

Key Shape i5EA
logprobs (N,) XL token By target_logprobs

ZHER
loss:sum (#r&E) : CISPO iR&kzZzH0
H R (ERIEEE

HRFHEELEERREY log py H— 1 IERY (MARE PPO BEEEREBIRRHAS ) , CISPO kiZFs
IEEA token IBEET — SREURREBMER ., XERERE (RERTR ) NEEZFRUAEENERE .

BARRMEB, CISPO HKIAXIATR, RX ERMEETR ( clip_low_threshold=0.0 . clip_high_thre
shold=4.0 ), BEFME loss_fn_config FEESEIX—1TH. BEERNIEE:

fwd_bwd_future = await training_client.forward_backward_async (
data=data,
loss_fn="cispo",
loss_fn_config={"clip_low_threshold": 0.0, "clip_high_threshold":
4.0}
)

fwd_bwd_result = await fwd_bwd_future.result_async ()

IR TR —IRENFME, B TARN, EREAFTIRRMELZIEBNEZLRFNE, MXFS
FMRIF, R, —PIERY clip low_threshold (I 0.8 ) RHBPLLLZEITIRT 1 #Y token tIEE
&, FEERBEKEE token, MiikiE T EEMRFAIFIE token RIERIRREIER

£ on—policy TXRLF=EZNE, BT off-policy (REIHR, FifsE g ERTIIESE py ) T, SHIEERKIE

RIRER: FHESII%EZEN KL 18X, B2 token F2IRXiEZI, REEKA, KL HE—SEK, B, i
TRILFEEEHRM, £ off-policy TAIESLELETERIMES .

X55|AHH B CISPO MERIEXE—E .. MiniMax—M1 ( Chen et al., 2024 ) IRER: “Efi)igEx IS )
FRITR, TRIE dow'> BRA—MRAIE; HEMVAT igh'>. 7 ScaleRL ( Khatri et al., 2024 ) {#F
clip(r; 0, énax) AWM CISPO X LIREETBE, 0 M 4. 5. 8 FEIMER. EUIHZEEIMR— =
B EIRERSIERIAME.
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Custom Loss Functions ( BTEMIREH

&)

Rﬂ?ﬂ%iﬁ*@ﬂ%fﬁ%%ﬂgiﬁ%, TCRL };551#7 forward_backward custom #] forward backward cu
stom_async , AFIHEEBAN—SEREELY (KN2STR—LEEIMEER ) .

BEXHE

BRE MIRK R EIEWEHETIEELY logprobs,, FRE—MRERK AR ATiEAIER:

def (data: list[Datum], logprobs:

list [torch.Tensor]) —-> tuplel[torch.Tensor, dict[str, float]]:
loss = (logprobs ** 2) .sum()

return loss, {"logprob_squared_loss": loss.item() }

future = training client.forward_backward_custom (data,
logprob_squared_loss)
result = future.result ()

print (f"Loss: {result.loss}, Metrics: {result.metrics}")

ZFHlR%
BRI —RIEBTF 21 FIIRREE L :
def (data: list[Datum], logprobs: list[torch.Tensor]) -—>

tuple[torch.Tensor, dict[str, float]]:

flat_logprobs = torch.cat (logprobs)

variance = torch.var (flat_logprobs)

return variance, "variance_loss": variance.item() }

BEANESRERM L EEE EitE Bradley-Terry &%k (£2Ri8X Learning to Summarize ) , B
Direct Preference Optimization ( B##{RiFk, DPO) — i¥ DPO S{RiFHiE -

ZHiFHR%

IZ0ILIE forward_backward_custom 5ZB#R target_tokens EEER, EFERIIIELFHXT—NMN
BURIBEENIREK . ffltN, BIRERESENNEE token L (MAREMIARLE ) FEIHA—K, MTuBFI
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(_(b H% ‘ﬂ:lﬁ M MapReduce

SRS IEIRR

import torch

import tinker

messages = [{"role": "user", "content":
"What is the capital of France?\n"
"A) London\n"
"B) Paris\n"
"C) Berlin\n"
"D) Madrid\n"
"Answer Letter:"
) +]
prompt_tokens = tokenizer.apply_chat_template (messages,

add_generation_prompt=True)

# Extract token IDs for the four answer letters.

a_token tokenizer.encode (" A", add_special_tokens=False) [0]
b_token tokenizer.encode (" B", add_special_tokens=False) [0]
c_token tokenizer.encode (" C", add_special_tokens=False) [0]

d_token tokenizer.encode (" D", add_special_tokens=False) [0]

target_tokens = torch.zeros (len (prompt_tokens), 4, dtype=torch.long)

target_tokens[-1] = torch.tensor([a_token, b_token, c_token, d_token])

datum = tinker.Datum (
model_input=tinker.ModelInput.from_ints (prompt_tokens),

loss_fn_inputs={"target_tokens": target_tokens},

CORRECT_ANSWER_IDX = 1 # B) Paris

(data, logprobs_list):

# logprobs_list[i] has shape [N, K=4] for each datum

# Renormalize over just the four answer tokens instead of the full
vocabulary.

answer_logprobs logprobs_list[0] [-1] # shape [K=4]

answer_logprobs answer_logprobs - torch.logsumexp (answer_logprobs,
dim=-1)

loss = —answer_logprobs [CORRECT_ANSWER_IDX]

IRIFRE: BR=IE (16F) BREEAR 538 H81:
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return loss, {"masked_ce": loss.item() }

future = training client.forward_backward_custom([datum],

masked_ce_loss)

result = future.result ()

@ A:
MBEFEFERANBAEMRKREEEERNE, BSIFEN (IR terli@tencent.com), Eiil&gH
MARBRKEEFIR, XLHEN async RABESIA Async Patterns #ig,

forward_backward_custom RIT{E[RE

{#f forward backward_custom HABEREART, (BEPHXESR: TCRL FEFFIL (pickle) 289
HE, BARBHRXIRSR. HR, ESIEBETEIRBAI—IX forwvard R, ME—XREITINEZZFEHR
%KY forward_backward A, NHHEHRESIERAEE.

MNgZELE, NEERIERMHREDEA:

loss = f(log pe(x))

TCRL £#8i&—1%7F logprobs 2&1 . (EFER2ERINCIREIR:

0
Lsurrogate =3 f

L A 1 ;
- Slogpoty EP)
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CLI =%
CLI 2&EA

tinker WMLITTERATFTERIZES. RESIERINE,

tinker [OPTIONS] COMMAND

LRB/iEW (FIEGSTR) :
~-f, ——format [table|json] — Mg (2XIA: table)

-h, —--help —RFEWEEFEL

o

tinker run —?UtﬂquEiJIIL‘EE%

tinker checkpoint —¥ltH. T&. RHHEEREES
tinker version

ETRERER Tinker SDK rA

S tinker version

tinker 0.16.1

IRIFRE: BR=IE (16F) BREEAR 840 #8813
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O BT

tinker run

tinker run: SEI%ES
tinker run lis: JUIHJIEES, BRKRE. EEEEHM LoRA #

1IN :
--limit INTEGER — mAIKEUISZHE (BA: 20, {#FH 0 BF=2E0)

-c, ——columns TEXT — EREI% (ES9E) - IHE: id . model . owner .

d « status  checkpoint { checkpoint_time o 2KIA: id, model, lora, updated, status

—-f, ——format [table|json] — Wi (EKIA: table)

S tinker run list —--limit 3

3 training runs (1377 not shown)

| TS D)

| Base Model | LoRA | Last Upd

cda26fb4—...:train:0 | Qwen3-8B | Rank 8 | 3h ago

OK |

ea779368-...:train:0 | Llama-3.1.. | Rank32 | 4h ago

OK |
251b8fc3-...:train:0 | Nemotron.. | Rank32 |
OK |

tinker run info RUN_ID: BREEIISESIERER.

S tinker run info cda26fb4-baf6-5013-9011-e908ccaf30b9:train:0

M MapReduce

lora « wupdate

IRIRERE: BR=ITE (1bF) BRSEAE
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tinker checkpoint

tinker checkpoint: EERER, JH. TH. &%, BERAR LES
HuggingFace.

FrBEERmSIESE® N tinker://run-id/sampler_weights/final HBY CHECKPOINT_PATH Z#{,
FREMSXIF -£f, ——format [table|json] MMHEIEIN,

tinker checkpoint list: SIHFABIISESHRER, HEEIISESHRER.

I :
—f, ——format [table|json] — W&k (EIA: table)
——run-id TEXT — JIBIEEINEESRIEER
--limit INTEGER — mARTRERHE (EiA: 20, (#H 0 B7=280)

S tinker checkpoint list —--limit 3

=

3 checkpoints (1789 not shown)

- 1
| Checkpoint ID

Expir |

—

| sampler_weights/lifecycle_test | sampler |

Never |

| sampler_weights/final | sampler |

Never |

| weights/final | train 306 MB

Never |

tinker checkpoint info CHECKPOINT _PATH: BigERERIIEAER.

$ tinker checkpoint info tinker://run-id/sampler_weights/final
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O BT

—-f, ——format [table|json] — Witk (2XIA: table)

tinker checkpoint download CHECKPOINT_PATH: THHBESEREIA
B=.
Im:

-f, —-format [table|json] — HHIEX (BKIA: table)

o, ——output PATH — BERESMRXER (ZA: LFESR)

——force — MBERCHFENES

# THESHER

S tinker checkpoint download tinker://run-id/sampler_weights/final

+ THEHEEER
S tinker checkpoint download tinker://run-id/sampler_weights/final -o

./models/

# SEHIBE
$ tinker checkpoint download tinker://run-id/sampler_weights/final —-

force

tinker checkpoint publish CHECKPOINT_PATH: ¥ifEmi@BERAFHid. H
AP RIS EEENE .

$ tinker checkpoint publish tinker://run-id/sampler_weights/final

B -
—-f, ——format [table|json] — Wit (EXIA: table)

tinker checkpoint unpublish CHECKPOINT _PATH: ¥BARHIIREREEN
A8,

$ tinker checkpoint unpublish tinker://run-id/sampler_weights/final

1IN :
~f, —-format [table|json] — iHI&E (BKIA: table)

tinker checkpoint set-ttl CHECKPOINT_PATH: & BB E i ERE
(TTL) . TTL B, SESSHEEEIIER
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I :
~f, --format [table|json] — iiHi&=C (BkiA: table)
——ttl SECONDS — TTL ## (®HIEEL, &/IVE 3600)
——remove — BIRTHRIRE, FREMKAIRE

# 7 KiGiZHA
$ tinker checkpoint set-ttl tinker://run-id/sampler_weights/step-100 —-

ttl 604800

# KARE (BHFEIHIZE)
$ tinker checkpoint set-ttl tinker://run-id/sampler_weights/step-100 —-—

remove

tinker checkpoint delete CHECKPOINT _PATH [...]: XABE— 1 HSMigE
Ro

$ tinker checkpoint delete tinker://run-id/sampler_weights/step-100

# MRS
S tinker checkpoint delete \

tinker://run-id/sampler_weights/step-100 \

tinker://run-id/sampler_weights/step-200

-0 H
-f, --format [table|json] — Mg (EIA: table)
tinker checkpoint push—hf CHECKPOINT_PATH: & m &3
HuggingFace Hub {9 PEFT LoRA i&fcsE.
-0 H
-f, --format [table|json] — Mg (EIA: table)

-r, —-repo TEXT — HuggingFace € ID (1 username/my-lora-adapter ) ., AIRERE, W
MIIZESES .

——public — SIEHEEINAACE (BHA: 7AH)

——revision TEXT — B#r9Z/MRA

——commit-message TEXT — B3GR

—-—create-pr — gl Pull Request MIFEZE#IXZ main 3%
--allow-pattern TEXT — {R LEMEIERAIIY (RAIESER )
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O BRE

--ignore-pattern TEXT — BkiZPCEEUECAISIY (TESMER)
--no-model-card — A8l# README.md &8k kR

$ tinker checkpoint push-hf tinker://run-id/sampler_ weights/final --repo

my—-org/my-model

$ tinker checkpoint push-hf tinker://run-id/sampler_ weights/final --repo

my—-org/my-model —--public —--create—-pr
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COOKBOOK
HREFF A

Cookbook £ TCRL SDK zZ LIt TESERIMER—SDK 1ZRMHEIGIRIE ( forward backward . optim
_step « sample ), Cookbook IRHEAIECERIIIGEL, BaILERKE. checkpoint. FUFIBEE.
SFT: & train.Config —1THCEBIAIEITRENGEMAREF

RL: i&2 Env + EnvGroupBuilder + RLDataset (HHHTER RL IIIERE

DPO: & comparison [ LabeledComparison #{T{RIFFES

Cookbook &

tinker==0.12.0

® HmE:
Bgi TCRL FR#&#3EH, TAJBXR tcri@tencent.com HiFHARE, ERBil=i#4 MapReduce
(EMR) =HI& 3RE APl Key, #1T1EE)II%. EREEMASIE,

export TINKER_API_KEY="your-api-key-here"

export TINKER_BASE_URL="http://api.tencenttcrl.com/"

oi%y BE: [math-rl] . [modal] . [wandb] . [cloud] . [inspect] . [all] o

Cookbook AE

tinker auth login

&7 Tinker Console HgJ&#—1" APl key, #IEHIRE/I TINKER_API_KEY WIRTE,
WNFHEERA nightly 192RRA :

uv pip 'tinker—-cookbook @ git+https://github.com/thinking-

machines—lab/tinker—-cookbook.git@nightly"

MFBEFMFLR, WRECHFEREFGE:

IRIFRE: BR=IE (16F) BREEAR 5546 H81:
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O BRE

clone https://github.com/thinking-machines-lab/tinker-cookbook.git

cd tinker—-cookbook

uv pip —=

M MapReduce

Cookbook 7 Tinker SDK Z LRt TESEMMR . SDK RHIIREREIFIE ( forward_backward « op
tim_step . sample ), M Cookbook {R#tHIRFIELERIIZRKE, SEMLERKEHT. BERRET.

IR
it Cookbook i SFT

{5/ SDK iY, SFT BHREEE/IAPRFEDRXERE forward_backward — optim_step — save_stat

e o Cookbook fBiXLEizEiH—1 " train.Config :

DatasetBuilderEEXEUE — train.ConfigiEB. F3JZ. rank — train.main()iRKEHER — &= + 18

iR

1. EMEUE: sc—MREEHEASD Datum WHRHY SupervisedDatasetBuilder
2. EBElg%: REER., £33, LoRA rank. ESFRFITE

3. &fF: train.main(config) REBENMEF

from tinker_ cookbook.supervised import train

from tinker_ cookbook.supervised.types import ChatDatasetBuilder

config = train.Config(
log_path="~/logs/my-sft-run",
model_name="Qwen/Qwen3-8B",
dataset_builder=my_dataset_builder,
learning_ rate=le-4,
lora_rank=32,
save_every=20,
eval_every=10,

)

asyncio.run (train.main (config))

EEKE, train.main 260 TrainingClient , & forward_backward + optim_step m/KZ&LIR

FEM, SHENEHEERES, SEOAEEST SL S
iEF Cookbook fiff RL

IRIRERE: BR=ITE (1bF) BRSEAE
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@ Hﬁ‘fﬁﬁ ¥4t MapReduce

RL kb SFT €%, EAEER— rollout I8F: MERRRE, BARMEHITS, RBEHT S ERE L)
%, Cookbook 1BiXLESR L AIASRYSEEY

RLDatasetget_batch() » EnvGroupBuildermake_envs() — Envrollout — 3R + {# —
forward_backward ill& — £8

1. BXHE: W Env (AFESTE ProblemEnv ) RFELEER

2. WRPA: EnveroupBuilder IEHEBIEIFE (GRPO SEHAMIIRENMIME )
3. EEMBUBEE : RLDataset FEEEEHEAALIRY EnvGroupBuilder

4. &7 IHBEIFRRE rollout. KBITEIMNEEF

RSBEEESE ProblemEny, — P ERSEIEIAE:

from tinker_ cookbook.rl.problem env import ProblemEnv

class MathEnv (ProblemEnv) :
def (self) —-> str:

return "What is 2 + 32"

(self, response: str) —-> float:

return 1.0 if "5" in response else 0.0

SEMEHEST RL IS .
wi¥5> (DPO / RLHF)

(miF= > Rk Eb iR A FARE R RN Rl SR8 -
1. EISHEREER: comparison WREBER—IRTFEITHE M2 (AFIB)

2. IREmYF: LabeledComparison IEMMAZERIFFE (A. BEFER)
3. ADPO il : BEiEETRIFEIRMILES

from tinker_cookbook.preference.types import Comparison,

LabeledComparison

comparison = Comparison (messages=messages, completion_a=resp_a,

completion_b=resp_b)
labeled = LabeledComparison (**comparison.__dict_ , label=1) # B

preferred

SEHRFESN DPO #58 1 RLHF =6l .

IRIFRE: BR=IE (16F) BREEAR 548 #8813,
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O BAT
REES R

SL 2313 : MBEINEAHE
RL 2219 : s@tFIM=EAHE
22 : XHI Notebook

IRIRERE: BR=ITE (1bF) BRSEAE
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(_(b H% ‘ﬂ:lﬁ M MapReduce

Supervised Learning ( ¥

Cookbook Bt 7—Mik&UAY Supervised Learning (SFT, MEE23 ) iI&4MER, SIRE. iENfRE
RIREFERIRE .

58

train.Config

— model_name which model to fine-tune

F—— dataset_builder SupervisedDatasetBuilder - SupervisedDataset
F—— learning_rate optimizer config (+ lr_schedule, adam_¥*)

evaluator_builders what to measure during training

F—— save_every / eval_every checkpoint and eval cadence
I

lora_rank LoRA adapter size

SupervisedDatasetBuilder

L—  call () - (train_dataset, eval_dataset)
|
v

SupervisedDataset

— get_batch (index) - list[tinker.Datum]

— __len__() - number of batches

L— set_epoch(seed) - shuffle for next epoch

B

tinker_cookbook.supervised.train.Config

ZOEE, EXER., HiE. BSHITN,
from tinker_cookbook.supervised import train

config = train.Config(
log_path="~/logs/my-sft-run",
model_name="Qwen/Qwen3-8B",
dataset_builder=my_dataset_builder,
learning_rate=le-4,

lora_rank=32,

IRIFRE: BR=IE (16F) BREEAR 5550 #8813




@ Hﬁ‘fﬁﬁ ¥4t MapReduce

num_epochs=1,

save_every=20,

eval_every=10,

)

asyncio.run (train.main (config))

SupervisedDataset / SupervisedDatasetBuilder

SupervisedDatasetBuilder B—THTFHIE SupervisedbDataset HIECE. FUIBEIREIRHAY tinker.
Datum XIS,

from tinker_cookbook.supervised.types import SupervisedDatasetBuilder,

SupervisedDataset

class MyDatasetBuilder (SupervisedDatasetBuilder) :
def (self) —> tuple[SupervisedDataset, SupervisedDataset |
None] :

return train_data, eval_data # eval_data is optional

eSS Big

A map_fn B flatmap_fn 8BF—1
HuggingFace #iEs

SupervisedDatasetFromHFDataset

StreamingSupervisedDatasetFromHFDa

M HuggingFace iiztinE ( AESBER)

taset
FromConversationFileBuilder MG iERY JSONL 32{hmns;
ChatDatasetBuilder PR EIEAVE E—FTIMEH tokenizer + renderer

ChatDatasetBuilder

AFIIXRECIEIE ., @13 chatDatasetBuilderCommonConfig 3Bt tokenizer H1 renderer [ElE:

from tinker_cookbook.supervised.types import ChatDatasetBuilder,

ChatDatasetBuilderCommonConfig

ass MyChats (ChatDatasetBuilder) :

IRIFRE: BR=IE (16F) BREEAR 5551 #81:m
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common_config = ChatDatasetBuilderCommonConfig (

model_name_for_tokenizer="Qwen/Qwen3-8B",

renderer_name="gwen3",
batch_size=8,

max_length=4096,

M MapReduce

1573

train.main (config) REEMNRIKE:
1. 8 serviceClient — TrainingClient
2. M\ config.dataset_builder fJIREIEE
3. /14 epoch FITMILIR:

BiZHtRMIT forward_backward

1T optim_step

8BIE eval every BITIRiTN=E

BB save_every RE—XNEER
4. RFRENER

XN EASIHERMFRELBIUEAENL, FEEESN HHEBSHKE

S 2
sl_loop.py : AR ERIRIVIIZEIR
SLEBS%: MIEEFIE. rank FIHEKR
ig: RAYE—1 SFT: XEXEL

IRIRERE: BR=ITE (1bF) BRSEAE
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@ Hﬁ‘fﬁﬁ ¥4t MapReduce

Reinforcement Learning (3&%3 )
iR

Reinforcement Learning (3&{t%3) BINfEPES . EFBRMEBAN-HHY, MEREHERATERMER
#, HEEBRTAIFAE L

48

RLDataset
F—* get_batch (index) - list [EnvGroupBuilder]

L—  len () - number of batches

EnvGroupBuilder

Fgf make_envs () - list[Env] create environments for this

group

— compute_group_rewards (trajs, envs) final reward using the whole

group

F—* cleanup () release resources (sandboxes,

etc.)

L— logging_tags () tags for metric aggregation

Env (stateful, one per episode)
F—f initial_observation() - (Observation, StopCondition)
L step (action, extra) - StepResult

— reward: float

F—f episode_done: bool

F—f next_observation

L— metrics / logs

Trajectory = list[Transition (ob, ac, reward, episode_done) ]

TrajectoryGroup = list[Trajectory] + final_ rewards + metrics

EEES episode HBRESHIE, ASEF,
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from tinker_cookbook.rl.types import Env, StepResult

class MyEnv (Env) :
async def (self) :
prompt = renderer.build _generation_prompt ([{"role":
"content": self.question}])

return prompt, renderer.get_stop_sequences ()

async def (self, action, *, extra=None):
response = renderer.parse_response (action)
reward = 1.0 if check_correct (response) else 0.0

return StepResult (reward=reward, episode_done=True,

ProblemEnv
EE RS E( IS EERSE:
from tinker_cookbook.rl.problem_ env import ProblemEnv
class MathEnv (ProblemEnv) :
def (self) —> str:

return "What is 2 + 32"

(self, response: str) —> float:

return 1.0 if "5" in response else 0.0

EnvGroupBuilder

RS, SETUZERHPON (GRPO) 528ERAEE.

from tinker_cookbook.rl.types import EnvGroupBuilder
class MyGroupBuilder (EnvGroupBuilder) :
async def (self) —> list[Env]:

return [MyEnv(g) for g in self.questions]

# Optional: compute group-level rewards (default: 0)

async def (self, trajs, envs):

IRIFRE: BR=IE (16F) BREEAR 5554 H81:
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for _ in trajs]

RE: ProblemGroupBuilder BE T R pProblemEnv SEFIBRLAIAE .,
RLDataset / RLDatasetBuilder
FEFBEFRF= BRI EnvGroupBuilder o

from tinker_cookbook.rl.types import RLDataset, RLDatasetBuilder

HumhtE
rollout 215, JBHBEEIRAIIGEIE:

from tinker_ cookbook.rl.data_processing import compute_advantages,

trajectory_to_data, assemble_training data

# Compute GRPO-style advantages

advantages = compute_advantages (trajectory_groups, loss_fn="cispo")

# Convert to Datum objects for forward_backward

training_data = assemble_training_data (trajectory_groups, advantages,

.)

Rollout S5ig

25 rollout HA[BIAYEEIRALIE :

RS 7h
FailFast EEU%—ﬁ\gﬁgﬁﬁ{%E
RetryOnFailure Bl EMAIEIE, SRy R INtB4REE

- 373

RL I Zx4834 :

1. M\ RLDataset FR#H—Ht EnvGroupBuilder
Rollout: MSAMEEBEIFIE. RS, WELRED
HERS: EERMREET—E (GRPO)

. MIZRSEH: B rollout BUEMIT forward_backward + optim_step

AN

IRIFRE: BR=IE (16F) BREEAR 5855 #81m
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5. EUHEFFRER

REEL R

RL %4855 : &/J\ERY GRPO IR
RL I#5 : HEENFR

RL #8&%#: KL &35, iy, 2R shaping
#i2: $—1 RL: XENXEL

IRIFRE: BR=IE (16F) BREEAR 5556 H81:
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O BHS

it MapReduce

RL Training Outputs ( 3863 3i)ll2x4

)

miIEEFRAYE: 2026-10-19 21:18:03

SRS IS

8% RLIIGZEITEHSIBXHEAN log path o FFEXH I/O #8213 Storage MY, Bt 1og_path ALAZ
A&, raJll2=is URI (HI80 gs://bucket/run ) o

ARNBENELAR Mo N PIZEVEEE -
BA log_path RIS

X%

metrics. jsonl

config.json
checkpoints.jsonl
train_iteration_NNNNNN.html

train_iteration_NNNNNN_logtree. json

train_iteration_NNNNNN_rollout_summar

ies.jsonl
eval <name>_ iteration NNNNNN.html

eval_<name>_iteration_NNNNNN_logtree.

Jjson

eval_<name>_iteration_ NNNNNN_rollout__

summaries.jsonl

code.diff

IRIFRE: BR=ItE (It ) BRSEATF

=52

JSO
NL

JSO

JSO
NL

HTM

JSO

JSO
NL

HTM

JSO

JSO
NL

text

SES

FRgFEL—1 JSON R, E5F
SPtREER

FIMEIERNIGEE (B2, EE. &
IREF)

RERTTHE (BE. ATEIRERRK
&)

illlZk rollout B9ATIE logtree RS

F—i{% logtree trace BIHEEAIESH

BEMTE—1 JSON MK, SH. 8
RS LSRR

i rollout B9 logtree RS

¥ logtree trace BINNZEAESH

ERMTEIFNEE (BBF RLTestse
tEvaluator )

IZFFIRATRY git diff
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<name> FIFNRBM ( SHUINHZMFELIE ) ; ERESHFR 6 i,
metrics.jsonl

B—TER—MABIR2HERN JSON ¥R, ER#E (BHESEERR) :
progress/batch . progress/done_frac — iEXFEES552RELH
env/all/reward/total — FREHIEHISIRIIE
env/all/<metric> — NBEHBAMEIR (HIE0 format_parse . correct )
ac_tokens_per_turn — SEISEMRY token #iYE
entropy — & token 1
kl_sample_train_vl . kl_sample_train_v2 — KL EE(&it=
optim/lr — FE3=

time/... — SBMERAEIPFER

df = pd.read_json ("path/to/metrics.jsonl", lines=True)

df .plot (x="progress/batch", y="env/all/reward/total")

* rollout_summaries.jsonl

BRITE—T. RESHRSHT (LEHH. BELEF) -

with open ("train_iteration_000010_rollout_summaries.jsonl") as f:

trajectories = [Jjson.loads (line) for line in f]

# Each trajectory has:
# — metadata: schema_version, split, iteration, group_idx, traj_idx,

tags, sampling_client_step

# — episode totals: total_reward, final_ reward, trajectory_metrics,

final ob_len
# — steps: list of {step_idx, ob_len, ac_len, reward, episode_done,

metrics, logs}

* logtree.json

logtree JSON B &5%H4Y rollout icR: 1B7Rid. HEES. FRHEDSRMIFRE. SEFEE rollout AISEERX
AABHHEAE.

TMB=XES: title . started_at . path . root o root B—BP=M, BIMTPEE tag . attrs
children (FILARXAFHH, HAILIRHREDR) -

BOTEWEE data FE, ASEHKARS. B data SALURBNENINEESXEHXERAENE:

IRIFRE: BR=IE (16F) BREEAR 5558 H81:



@ Hﬁ‘fﬁﬁ ¥4t MapReduce

(node) :
"""Recursively find all nodes with conversation data."""
results = []
if isinstance (node, dict):
if node.get ("data", {}).get ("type") == "conversation":
results.append (node["data"])
for child in node.get ("children", []):
if isinstance(child, dict):
results.extend (find_conversations (child))

return results

with open ("eval_test_iteration_000020_logtree.json") as f:

trace = json.load(f)

for conv in find conversations (trace["root"]) :
for msg in conv["messages"]:
print (f"{msg['role']}: {msg['content'][:100] if

isinstance (msg['content'], str) else '...'}")

A\ HER:
num_groups_to_log (BKIA: 4) ERHBESOPMNIEEASKSIHEANKIERBS . BHiz EREEE
logtree HigH rollout BE——RE Trajectory Details #3593 (EISHRSFT) BEFE.

config. json
F5MEERY chz BCE, iICRT 2EPIGESH . ETFEMFRNETHESLRILKERE.
checkpoints. jsonl

BTCR— I ERFIHNEER, S8HBRURGRFRINERRS. LZERATHRM LRPEREEE,

IRIFRE: BR=IE (16F) BREEAR 5559 #8813,



(_(b H% ‘ﬂ:lﬁ M MapReduce

Evaluation (iFEn )
1BER

W 3HER Tinker IRESHEEQEITIRECEENR, ZERATHEERE. $45 . MEFENERRES,

RiEFF o8

from tinker_ cookbook.eval.benchmarks import run_benchmark,

run_benchmarks, BenchmarkConfig

# Single benchmark
result = await run_benchmark ("gsm8k", sampling_client, renderer)

print (f"GSM8K: {result.score:.1%}")

# Multiple benchmarks (parallel by default)
results = await run_benchmarks (
["gsm8k", "mmlu_pro", "ifeval"],
sampling_client, renderer,
)
for name, r in results.items() :

print (f"{name}: {r.score:.

58

HEEWAEAT RLAY Env Y—R—AHERERTLAREHER , taTLARREDiIZR o

BenchmarkBuilder
F—* make_envs (renderer, config) - list[Env] one Env per example
I aggregate (rewards, metrics) - BenchmarkResult

L— name, multi_ turn, requires_sandbox,

Runner (run_benchmark / run_benchmarks)
I Creates envs from BenchmarkBuilder

I Runs rollouts concurrently (semaphore)
I Grades responses via Env.step()

[ saves trajectories as JSONL

L— Aggregates into BenchmarkResult

IRIFRE: BR=IE (16F) BREEAR 5860 #8813




@ Hﬁ‘fﬁﬁ ¥4t MapReduce

BenchmarkResult
F— score raw accuracy
F—— score_completed accuracy excluding truncated/errored examples

I— num_examples, num_correct, num_errors, num_truncated

F— pass_at_k {1: 0.45, 5: 0.72} (when num_samples > 1)

L— time_seconds

AT FREEN
BRFLITS (318)

H A 1588

gsm8k 1,319 INEEFRR

math500 500 REHF (MATH)

aime 30 AIME #Z%&E

aime_2025 30 AIME 2025

aime_2026 30 AIME 2026

hmmt_feb_2025 30 HMMT 2025 €2 B
hmmt_nov_2025 30 HMMT 2025 £11 B

LG S 12,032 L4

mmlu_redux ~3,000 £k MMLU F& (30 MR, EdiEEsESR)
gpga 198 RERRFEZFEE (Diamond F&)
supergpga 26,529 1 FRRREASS R B R &

ceval ~1,300 R EIRIER (52 MER), IRIESE)
ifeval 541 ESIRKE

ifbench 300 BRI

RIBHAET
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https://huggingface.co/datasets/openai/gsm8k
https://huggingface.co/datasets/HuggingFaceH4/MATH-500
https://huggingface.co/datasets/MathArena/aime_2025
https://huggingface.co/datasets/MathArena/aime_2025
https://huggingface.co/datasets/MathArena/aime_2026
https://huggingface.co/datasets/MathArena/hmmt_feb_2025
https://huggingface.co/datasets/MathArena/hmmt_nov_2025
https://huggingface.co/datasets/TIGER-Lab/MMLU-Pro
https://huggingface.co/datasets/edinburgh-dawg/mmlu-redux
https://huggingface.co/datasets/Idavidrein/gpqa
https://arxiv.org/abs/2502.14739
https://huggingface.co/datasets/ceval/ceval-exam
https://huggingface.co/datasets/google/IFEval
https://huggingface.co/datasets/allenai/IFBench_test

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

E i i5EH

mbpp =21y Python X34k ( EiEik, 427)
livecodebench =<1 RERE

swe_bench 24 GitHub issue {88 (500, agent)
terminal_bench £i0 #£i%3%H (agent)

tau2_bench 246 Zik agent

LLM {Ea&RA

B 54AB
arena_hard ArenaHard (500, =2 judge_sampling_client )

Hfth

EENR i71:):
longbench K ETSGEN
bfcl EREGRAA | TEFA

Eillgd R P E R ENR

BenchmarkEvaluator IBESEENXSEMIIGERPLINENSE ., ESEEMENSEST—IMWESR, FHigE
tricR3 TensorBoard /| W&B:

from tinker_cookbook.eval.benchmark evaluator import BenchmarkEvaluator

config = train.Config(
# ... training config
evaluator_builders=|

lambda: BenchmarkEvaluator ("gsm8k", renderer, max_examples=100),

lambda: BenchmarkEvaluator ("ifeval", renderer, max_examples=50),

i

eval_every=50,
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https://huggingface.co/datasets/google-research-datasets/mbpp
https://huggingface.co/datasets/livecodebench/code_generation_lite
https://huggingface.co/datasets/princeton-nlp/SWE-bench_Verified
https://huggingface.co/datasets/ia03/terminal-bench
https://github.com/sierra-research/tau2-bench
https://huggingface.co/datasets/lmarena-ai/arena-hard-auto-v0.1
https://huggingface.co/datasets/THUDM/LongBench-v2
https://huggingface.co/datasets/gorilla-llm/Berkeley-Function-Calling-Leaderboard

@ H%‘fﬂﬁ ¥t MapReduce

IBRAYEIR: eval/gsm8k/score . eval/gsm8k/num_correct g,
B S 2
HENiNIER : BE. F6E. pass@k. FrBEENN

ERIEENL . RFRRE. ERER. SHER., £5 Envigit
VNS © FNZHRIURIRR B AR
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https://cloud.tencent.com/document/product/589/139580
https://cloud.tencent.com/document/product/589/139581
https://tinker-docs.thinkingmachines.ai/tutorials/core-concepts/evaluations/index.md

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

Benchmarks Guide ( E/&ENixigRg )

BenchmarkConfig {ZHIEENIRXANETH:

from tinker_cookbook.eval.benchmarks import run_benchmark,

BenchmarkConfig

config = BenchmarkConfig (
max_examples=200, Cap number of examples (None = all)

concurrency=64, Parallel rollouts (single-turn)

agent_concurrency=8§, Parallel rollouts (multi-turn)

timeout_seconds=300, Per-example timeout
max_tokens=32768, Max generation tokens
temperature=0.6,

save_dir="evals/run_01", Save trajectories and results

result = await run_benchmark ("gsm8k", sampling client, renderer, config)

RIRBERIRAE

BenchmarkConfig. for_model () %*E;Em%ﬁiﬁﬁ max_tokens . timeout_seconds ¥l context w

indow :

config = BenchmarkConfig.for_model (
"Qwen/Qwen3.6-35B-A3BR",
save_dir="evals/qwen3.6",

)

# max_tokens=65536, context_window=65536, timeout_seconds=1800

SREENR

Agent FEENEMR ( swe_bench . terminal bench . tau?2 bench ) EEBLFTXEH:

config = BenchmarkConfig (

timeout_seconds=1800,

IRIFRE: BR=IE (16F) BREEAR 5564 H81:



M MapReduce

max_trajectory_tokens=60000, # Total tokens across all turns

max_generation_tokens=8192, # Tokens per generation step

agent_concurrency=4,

D REEN

REPTRBIEENL ( nopp « livecodebench . swe_bench ) fKERSHE:

from tinker_cookbook.sandbox.modal_sandbox import ModalSandbox

config = BenchmarkConfig (

sandbox_factory=ModalSandbox.create,

RARBEENR
arena_hard XEEEMHEBMIMI LLM . REASSTON RIS .

RESESSR

IRE save_dir LUSAMHZHIESR:

evals/run_ 01/
F— summary.json # Combined scores (run_benchmarks
only)
F— gsm8k/
| F— result.json # BenchmarkResult
| L— trajectories.jsonl # One StoredTrajectory per line
L— ifeval/

F— result.json

L— trajectories.jsonl

from tinker_ cookbook.eval.benchmarks import
load_result,
load_trajectories,
load_summary,

print_trajectory,

IRIRERE: BR=ITE (1bF) BRSEAE
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https://cloud.tencent.com/document/product/589/139581

M MapReduce

result = load_result ("evals/run_01", "gsm8k")
print (f"Score: {result.score:.1%}, Completed:

{result.score_completed:.1%}")

# Filter trajectories
wrong = load_trajectories ("evals/run_01", "gsm8k", incorrect_only=True)
errors = load_trajectories ("evals/run_01", "gsm8k", errors_only=True)

print_trajectory (wrong[0])

# Combined summary across benchmarks

summary = load_summary ("evals/run_01")

CIf- )

(EFERIAY save_dir EMNMETHRSMECTHIIES, ZEETF cxample_id (HBIRE) , ELBMESIE
SHATELRERREL(E,

BRI

score — num_correct / num_examples . tHRELETFIHEIERITSN 0,
score_completed — num_correct / num_completed o, EFHIREERFIL SR,
WFEEMP max_tokens BIBEBUREY, B score_completed SAFDEILLESIE.

result = await run_benchmark ("gsm8k", client, renderer, configqg)
print (f"Raw: {result.score:.1%}") # 81.7%
print (f"Completed: {result.score_completed:.1%}") # 95.6%

print (f"{result.num_truncated} truncated, {result.num_errors} errors")

S ER

checkpoints = {
"base": "tinker://run-abc/sampler_weights/step0",
"step500": "tinker://run—-abc/sampler_weights/step500",

"final": "tinker://run-abc/sampler_weights/final",

name, path in checkpoints.items () :

client = await sc.create_sampling_client_async (model_path=path)

IRIFRE: BR=IE (16F) BREEAR 5566 H813:




M MapReduce

results = await run_benchmarks (
["gsm8k", "ifeval"], client, renderer,
BenchmarkConfig (save_dir=f"evals/{name}"),
)
for bench, r in results.items() :

print (f"{name}/{bench}: {r.score:.1l

F EvalStore BEERZ)XET

EvalStore BEARHESHEFHEEBICERINTENIET:
from tinker_cookbook.stores.eval_store import EvalStore

store = EvalStore ("~/experiments/evals")

run_id = store.create_run (
model_name="Qwen/Qwen3.6-35B-A3B",
checkpoint_path="tinker://run-123/weights/step500",
checkpoint_name="step500",

benchmarks=["gsm8k", "ifeval"],

config = BenchmarkConfig(save_dir=store.run_dir (run_id))

await run_benchmarks (["gsm8k", "ifeval"], client, renderer, config)

metadata = store.finalize_run (run_id)

print (metadata.scores) # {"gsm8k": 0.847, "ifeval": 0.923}

Pass@k iEil

B num_samples > 1 AITEERAE pass@k &t (Codex 2x) :

config BenchmarkConfig (num_samples=4, save_dir="evals/pass_at_k")
result = await run_benchmark ("gsm8k", sampling_client, renderer, config)

print (result.pass_at_k) # {1: 0.45, 2: 0.58, 4: 0.72}

HENX

XTFRFRTE . BEXTES . EEFBRNSFIERESE, I BEXEEUR

IRIFRE: BR=IE (16F) BREEAR 5867 #81:m



https://cloud.tencent.com/document/product/589/139581

O BT
SIS E N

HEENitESRS RLIIZGEBPE Env HMY—BD MessageEnv BIEJEIIIRENIIEGFIEN . BEStE5ARR
g Env ﬂﬁ% o
EFMSEEMI, SLW— BenchmarkBuilder FiEfh:

from tinker_ cookbook.eval.benchmarks import BenchmarkBuilder,
BenchmarkConfig, register

from tinker_ cookbook.eval.benchmarks._common import
load_benchmark_dataset, make_example_id

from tinker_ cookbook.rl.message_env import MessageEnv,

MessageStepResult, EnvFromMessageEnv

class MyMessageEnv (MessageEnv) :

"""Single-turn env for one example."""

(self, question: str, expected: str, example_id: str):

self.question = question
self.expected = expected

self. _example_id = example_id

@property
def (self) —-> str:

return self._example_id

async def (self) —-> list[Message]:

return [{"role": "user", "content": self.question}]

async def (self, message: Message) —> MessageStepResult:
response = get_text_content (message) .lower ()
correct = self.expected.lower () in response
return MessageStepResult (
reward=1.0 if correct else 0.0,
episode_done=True,
next_messages=][],
metrics={"correct": float (correct) },

logs={"expected": self.expected},

class MyBenchmark (BenchmarkBuilder) :

IRIRERE: BR=ITE (1bF) BRSEAE
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https://cloud.tencent.com/document/product/589/139581
https://cloud.tencent.com/document/product/589/139581

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

name = "my_benchmark"

recommended_system_prompt = "Answer concisely."

(self, renderer, config):
ds = load_benchmark_dataset ("my/dataset", split="test")
envs = []
for row in ds:
env = EnvEFromMessageEnv (
renderer=renderer,
message_env=MyMessageEnv (
question=row["question"],
expected=row["answer"],
example_id=make_example_id ("my_benchmark",
row["question"]),
) s
)
envs.append (env)

return envs

register (MyBenchmark ())

Z:
BREENKA MessageEnv —EBRARRRFIGESINNEN

Bid make_example_id() IRE example_id , {RIEBRIE{TEOIISELLH
logs TFMEFENELNZEEIE (HIEEE. MEENZER) ; netrics FHBATFRANEE
SHEENSIEEESM Env , #E builder EiI88 multi_turn = True

RE( [z
ST . AREENTSR
EENEEN : RERTA. 0. HAMR, £ Envigit
TR RERES
RL 578 : EMitERA0 Env 1Y
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https://cloud.tencent.com/document/product/589/139579
https://cloud.tencent.com/document/product/589/139581
https://tinker-docs.thinkingmachines.ai/tutorials/core-concepts/evaluations/index.md
https://tinker-docs.thinkingmachines.ai/tutorials/cookbook-abstractions/env-and-envgroupbuilder/index.md

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

Customizing Benchmarks ( BENXE
izt )

HER Env R

HEENLSRS RLINIZGHERN Env ). AENBKRZEIERN
E#Y Env SEHIS RLDataset FERAIZE—H:

BenchmarkBuilder.make_envs () IR

RL Training Benchmark Evaluation

RLDataset BenchmarkBuilder

L — EnvGroupBuilder L— make_envs ()

L— make _envs() - list[Env] L— list[Env]

L Env.step() - reward L Env.step() - reward

FRIEEEER EnvFromMessageEnv IBHERIFIZEEEE token KA Env A, A—1 MessageEnv 3E
MEILARBSIREDINISGFIEN—RBEE—IBHRTH EnvFromMessageEnv B3 KE. rollout EitigiEti2HE
BY9: run_benchmark () PIEBSIAR RL#&ERHPAY do_single_rollout() »

KFEMHEMETF Messagebnv RIEENXNTERG, SR HFINFAIEEN .

REtigria
R IR

BIMEENXEBEN T — 1 EEEAS DM recommended_system_prompt (i, HFEEENXSIEREE(E
F \boxed{} ) o iEfTERIZLAFIRFREIRRIE:
1. BenchmarkConfig.system prompt : HBRIRET, IAEMKE

2. BenchmarkBuilder.recommended system_ prompt : YHigaRBEESENamMNA
3. ZRGRTA: MEREHMRERE

ECgc bk fod

ARIEE AR EARNR TR . TLEREEEES:

# Thinking model — needs explicit formatting instruction

thinking config = BenchmarkConfig.for_ model (

"Qwen/Qwen3.6-35B-A3BR",

IRIFRE: BR=IE (16F) BREEAR 870 #81m
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O BRE

system_prompt="Think step by step. Put your final answer in

\\boxed{}.",
)

result = await run_benchmark ("gsm8k",

print (£"thinking: {result.score:.

AEEERRE

it
gsm8k

math500
aime* , hmmt*

mmlu_pro

ifeval

Hitt XS

BERBITSES
AERNTAR

y dpda , Ssupergpda

M MapReduce

client, renderer, thinking config)

$1")

recommended_system_prompt

"Put your final answer in

"Put your final answer in

"Put your final answer in

\boxed{}."

\boxed{}."

\boxed{}."

% (EFEENiRARERPRTES )

MEZETE tinker cookbook.eval.benchmarks. common HEMT HEHNZIMENEFEL:

extract_boxed (text)

A&

M \boxed{...} HHHEVAE (ZIFHRERES)

extract_gsm8k_answer (tex

=)

extract_mcqg_answer (text)

extract_python_code (tex

)

check_gsm8k (response, ex

pected)

IRIRERE: BR=ITE (1bF) BRSEAE

HMEEBESERE—OREIN \boxed{} .

EERRE—1EF

HENEERREINFE (A/B/C/D)

ME=EEIRPHEL Python {453

TFEEHZRELLER

L AN

answer 1is ,

71 #8381\



@ Hﬁ‘fﬁﬁ ¥4t MapReduce

BAPEENIRE MessageEnv.step () HEBERAXLREEKTS . HEBNERMAPZREEN logs LUEE
=P8

BEFIEN

BenchmarkConfig.grade_fn AJLAERER Env BIBER TEEANEITDIBIE, BT8R4 rollout STRkER
RE, SiRkmE:

(response: str, logs: Logs) —> float:

"""Custom grading function.

Args:

response: Last assistant turn (thinking stripped) .

logs: Benchmark-specific fields — e.g., "expected", "input",

"extracted".

Returns:

Reward value (typically 0.0 or 1.0).
expected = logs|["expected"]
# Use your own extraction logic
extracted = my_custom_extract (response)

return 1.0 if extracted == expected else 0.0

config BenchmarkConfig (grade_fn=my_grader)

result = await run_benchmark ("gsm8k", sampling client, renderer, config)

BREU TSR FRER:
W ERELE RS T RIOEE SRR &S RES
(FEEE SN ET AT
(R AR TIB

ARERNERTS

regrade_trajectories () SRE—1IHNEDREIESRFIE

FEEBMIERIEE:

from tinker_cookbook.eval.benchmarks import regrade_trajectories

# Try a more lenient grader on existing results

def (response: str, logs: Logs) —> float:

expected = logs["expected"]

IRIFRE: BR=IE (16F) BREEAR $£72 #81m



M MapReduce

# Accept answers with or without \boxed{}

return 1.0 if expected in response else 0.0

regraded = regrade_trajectories ("evals/run_01", "gsm8k",
grade_fn=lenient_grader)

print (f"Original: {original.score:.1%}, Regraded: {regraded.score:.l

RARY

& arena_hard XEFRIEENXER LLM #FIRTFS . FFASRERB ST —FRMGERE ., FRAGESR
2. FRIAIHIHR

EERA

# Candidate model: the model being evaluated
candidate_client = await

sc.create_sampling_client_async (model_path="tinker://run-—
abc/weights/final")

candidate_renderer = get_renderer ("gwen3_5", candidate_tokenizer)

# Judge model: a separate, typically stronger model
judge_client = await
sc.create_sampling_client_async (base_model="Qwen/Qwen3.5-397B-A17B")

judge_renderer = get_renderer ("qwen3_5", judge_tokenizer)

config = BenchmarkConfig (
judge_sampling_client=judge_client,

judge_renderer=judge_renderer,

result = awailt run_benchmark ("arena_hard", candidate_client,

candidate_renderer, config)

VS UM THE

33F arena_hard , FRENT:

1. (REEB RN RRR E R EE

2. BHERBEWEOERSEIZEHITS (1-10)

3. 89 >=7 WHIHIEH

MRSBEERISE, HFISRBRINMEBRESHRE.

IRIFRE: BR=IE (16F) BREEAR FE73 #81m




@ Hﬁ‘fﬁﬁ ¥4t MapReduce

SEiREH
H R R F— MERLGFS :

for judge_name, judge_client in judges.items () :
config = BenchmarkConfig (
judge_sampling_client=judge_client,
judge_renderer=judge_renderer,
)

result = await run_benchmark ("arena_hard", candidate_client,

candidate_renderer, confiqg)

print (f"Judge={judge_name}: {result.score:.1%}")

THES

FEMHEES . T RREENIX SEF5HE
HENKER : BcE. FhE. pass@k
RL IR : SEMENHHEZA Env Y
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https://cloud.tencent.com/document/product/589/139579
https://cloud.tencent.com/document/product/589/139580
https://tinker-docs.thinkingmachines.ai/tutorials/cookbook-abstractions/env-and-envgroupbuilder/index.md

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

Storage ( 7=fi& )

NESENEYE (3865, 8BS, rollout. Hukk) HEBEIR—IITFHEERT. AERT, BESAFIb#EE, =
(EAZ=FiE (GCS. S3. Azure) , RFIBEEELR URI BIE,
MBS

'tinker—-cookbook [cloud]'

g

2= URIEA 1log_ dir {EA:

# Local (default)

ml_logger = setup_logging(log_dir="/tmp/my_run", config=configqg)

# GCS

ml_logger = setup_logging(log_dir="gs://bucket/my_run", config=configqg)

# S3

ml_logger = setup_logging(log_dir="s3://bucket/my_run", config=configqg)

FREIIEENE (1815, ER. rollout) BEAMEANZRREE.

Vil

IB= URI{ES3 save_dir {EA:

BenchmarkConfig (save_dir="/tmp/evals/runl")

BenchmarkConfig (save_dir="gs://bucket/evals/runl")

await run_benchmark ("gsm8k", client, renderer, confiqg)

V8 [
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@ Hﬁ‘fﬁﬁ ¥4t MapReduce

from tinker_cookbook.stores import TrainingRunStore, storage_from_uri

# Works with local paths and cloud URIs

store = TrainingRunStore (storage_from_uri ("gs://bucket/my_run"))

config = store.read_config()
metrics = store.read_metrics /()
rollouts = store.read_rollouts (0)

checkpoints = store.read_checkpoints ()

2R

URI FhigRim
/local/path R HRSR
gs://bucket /prefix Google Cloud Storage
s3://bucket /prefix Amazon S3
az://container/prefix Azure Blob Storage

(M@ fsspec STIFHIER S #aILAER,
Z=EiEA flush
ATHEE, TIHRBARSEARMEEF, SERETHMER flush () , KRIREIES EE:

storage = storage_from_uri ("gs://bucket/run")

store = TrainingRunStore (storage)

for step in range (num_steps) :
store.write_metrics ({"loss": loss}, step=step)
if step % save_every == 0:

storage.flush ()

k& EA L TXEERLIMBE flush:

with storage_from_uri ("gs://bucket/run")

store = TrainingRunStore (storage)

# ... training

IRIFRE: BR=IE (16F) BREEAR 5876 #81m


https://filesystem-spec.readthedocs.io/

@ Hﬁ‘fﬁﬁ ¥4t MapReduce

# auto—-flush on exit
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@ H%‘fﬂﬁ ¥t MapReduce

Preferences ( NMRIFHES] )
LA
I EHATE: 2026-10-19 21:18:02

£ Preferences ( MRIFHPES ) X—80%, RIREFMENREGES, hHSRERF—LRFHE: YT
BERTIE, SRlEHAMIERH—1 B, XERIGKRAREATIRLET EZETEFCH TR R ERERERN
(155, RE(RIFAIRERBEASTEE, thasEmREER.

fRiFFIRIRAEEE

HIZIBERIRIFEIER, ERFEERR:
DPO ( EERIFRM ) : EIEEHELR, FHERLYT chosen IIRIE rejected IR, FEEHMAYIEHIE

B, XMGEERER, TERABER. ¥R DPO fEmM.
RLHF (BEFAXRBEEAFES ) | SERIFEIELIIS—EMER, REREEEIHITZEMER WL
RE& . XMAMERAG IR TEXRRRE M. ¥R RLHF 761 .
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https://cloud.tencent.com/document/product/589/139578
https://cloud.tencent.com/document/product/589/139577

@ H%‘fﬂﬁ ¥t MapReduce

RLHF (EFAERIRRVEEFES )

IEEHAYE: 2026-10-19 21:18:03

RLHF ( Reinforcement Learning from Human Feedback, EFAERIENEGES ) R OBER: it
EREARZ"RA—HRIE", MEF" HASRIE". CIEEUSHRERER RIF", Gl “BA. TE. LK.
Wi FR— T EHENREES, BREKEIERK.

RLHF @d—1"=MEFVKEILESERS AXRIFNTT . S MRESELEL—MEZ L BEMEFE—M]
batREs, RIMREZINWEEITS, ARBEEEIHHZEIRIREHITREENA .

1 B SFT 2 - R RM 3 - 5fkiE S PPO
ANLERAEER | ANLRERARF ARl SR SR

WMERERARE, BRT—H

BER1: ERE

HEERBE no_robots #IEE LA, ZHIBRESS ATIRSIISSIRIERA], &t E3XI5F InstructGPT 895
%S, XiHEREZEARNIESIRIERED, Hrt RL BEEITENMIAERE

BiER 2: REnRE

S— 1M ERMAMERTE Anthropic HHH BXILLEEURE Lillg, AER—IRTEANTE 2, BERZEIMUAZEE
(RYFBF— o ComparisonRenderer HANPBPFCHEALET—NT, HERE—RBIEEEPRIIERHE I 2.

BER 3: BHES

SFT REZEE BEHH M RIFRBEITRM . WENMETEARES I HE, RIFERLIRRESAYRAETT
5o BN EKIBEMERIRGRE, RIBEZEH, MiESithEpAPLIRREAIRR o

HiR

RLHF #i#2 : 32H3{ marimo notebook, #{{BiEEER=IMER

RLHF =6l : £F~&ifk&iZA, & CLI 2Bl wandb BEic®
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https://huggingface.co/datasets/HuggingFaceH4/no_robots
https://huggingface.co/datasets/Anthropic/hh-rlhf
https://github.com/thinking-machines-lab/tinker-cookbook/blob/main/tutorials/407_rlhf_pipeline.py
https://github.com/thinking-machines-lab/tinker-cookbook/blob/main/tinker_cookbook/recipes/preference/rlhf/rlhf_pipeline.py

@ H%‘fﬂﬁ ¥t MapReduce

DPO ( HiE{miF{fiit )

IEEHAYE: 2026-10-19 21:38:00

DPO ( Direct Preference Optimization, BEiF{RiFfi ) 2 2023 & NeurlPS —&ieX ( Rafailov et
al.) RENSE, BOEKR: RLHF BN "EIIRMER . BA PPO #EEAEI "NRSHE, HIaLIER
—SEBHNEEZS . CRERNFREFRMTFER (Zephyr. Llama-3. Qwen 3 ) BEHABIIEEF .
DPO A##RkiISER, FHERIF chosen EIEMIE rejected BE, FEERMAYZHMIER,

RLHF (PPO) RIFEIESE IR FHIEE PPO TE4 &M
t53E chosen [ rejected I —TAERIT MREEHERF
e
BEG RIFIESE | — L HE LR
E—1# chosen [ rejected AERRER, TEREMERNSHEERE
%
DPO 5 RLHF

DPO BE#MiitERE, RABFRERMAIRMER ., CLER RLHF §F%. BEE, BEREEEREESRK
FHIERS .

DPO ##%

g (ychosen |.'13 ) 1o ) (yrejected |$) ) ]

£9 = _E 'chosen »Yrejecte ~D |:10 2 ()8 log -
TsYchosen sYrejected & Wref(ychosen|:]3) Wref(yrejected|m)

IRKEE AT

o — IETEVIGhAY L AT
et — BEMEE (4, BERE DPO ZAIMINE )
B — BHIRITIEE (HABIRST)

DPO: {miF&iE chosen 5 rejected&&FXKEE 7 _ref (&4 ) ~DPO Rk p MM —-FERMER 7w _ o
o] FBEESE
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@ H%‘fﬂﬁ ¥t MapReduce

S KR 15AR
hhh Anthropic Helpful-Harmless—Honest B33{miFEURE
helpsteer3 NVIDIA HelpSteer3 {miF&ESE
ultrafeedback UltraFeedback —{EfERYmIFELER

XEEs

dpo_beta : M 0.1 FFif. BUEHKHIRT,
learning_rate : Lt SFT B, BER le-5 F 1le-6,
BEER: NS5RIFSERS . TJLAS%M—12E SFT, sIE on—policy BIRIFEIE .

gshEtR

dpo_loss : 3K (R TE)
accuracy : 1RE{RIF chosen EISRISTER
margin : chosen 5 rejected ZiBFHREZE

chosen_reward | rejected_reward : IR

03T

DPO SimiFsiiz : shF3cik. nIXERIES
RLHF iftf28i2 « HRMERMZE=ME RLHF
DPO Recipe : &r=IA il &2
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https://tinker-docs.thinkingmachines.ai/tutorials/advanced/dpo-preferences/index.md
https://tinker-docs.thinkingmachines.ai/tutorials/advanced/rlhf-pipeline/index.md
https://github.com/thinking-machines-lab/tinker-cookbook/tree/main/tinker_cookbook/recipes/preference/dpo

